
Lecture 9: Convolutional Neural

Networks



Overview



Convolution

# kernel and image_patch are n x n matrices 
pixel_out = np.sum(kernel * image_patch) 





Demonstration on Google streetview data





Image convolution in practice







Filter banks











Convolutional neural nets



Convolutional Neural Networks (ConvNets)



Convolutional layers: Feature maps



Border e�ects (zero padding)



Undersampling (striding)



Max-pooling

pure



Convolutional nets in practice



Conv2D

MaxPooling2D

model = models.Sequential() 
model.add(layers.Conv2D(32, (3, 3), activation='relu',  
                        input_shape=(28, 28, 1))) 
model.add(layers.MaxPooling2D((2, 2))) 
model.add(layers.Conv2D(64, (3, 3), activation='relu')) 
model.add(layers.MaxPooling2D((2, 2))) 
model.add(layers.Conv2D(64, (3, 3), activation='relu')) 



Model: "sequential" 

_________________________________________________________________ 

 Layer (type)                Output Shape              Param #    

================================================================= 

 conv2d (Conv2D)             (None, 26, 26, 32)        320        

                                                                  

 max_pooling2d (MaxPooling2D  (None, 13, 13, 32)       0          

 )                                                                

                                                                  

 conv2d_1 (Conv2D)           (None, 11, 11, 64)        18496      

                                                                  

 max_pooling2d_1 (MaxPooling  (None, 5, 5, 64)         0          

 2D)                                                              

                                                                  

 conv2d_2 (Conv2D)           (None, 3, 3, 64)          36928      

                                                                  

================================================================= 

Total params: 55,744 

Trainable params: 55,744 

Non-trainable params: 0 

_________________________________________________________________ 



model.add(layers.Flatten()) 
model.add(layers.Dense(64, activation='relu')) 
model.add(layers.Dense(10, activation='softmax')) 



Model: "sequential" 

_________________________________________________________________ 

 Layer (type)                Output Shape              Param #    

================================================================= 

 conv2d (Conv2D)             (None, 26, 26, 32)        320        

                                                                  

 max_pooling2d (MaxPooling2D  (None, 13, 13, 32)       0          

 )                                                                

                                                                  

 conv2d_1 (Conv2D)           (None, 11, 11, 64)        18496      

                                                                  

 max_pooling2d_1 (MaxPooling  (None, 5, 5, 64)         0          

 2D)                                                              

                                                                  

 conv2d_2 (Conv2D)           (None, 3, 3, 64)          36928      

                                                                  

 flatten (Flatten)           (None, 576)               0          

                                                                  

 dense (Dense)               (None, 64)                36928      

                                                                  

 dense_1 (Dense)             (None, 10)                650        

                                                                  

================================================================= 

Total params: 93,322 

Trainable params: 93,322 

Non-trainable params: 0 

_________________________________________________________________ 



Flatten
GlobalAveragePooling

model.add(layers.GlobalAveragePooling2D())
model.add(layers.Dense(10, activation='softmax'))



GlobalAveragePooling

Model: "sequential_1"

_________________________________________________________________

 Layer (type)                Output Shape              Param #   

=================================================================

 conv2d_3 (Conv2D)           (None, 26, 26, 32)        320       

                                                                 

 max_pooling2d_2 (MaxPooling  (None, 13, 13, 32)       0         

 2D)                                                             

                                                                 

 conv2d_4 (Conv2D)           (None, 11, 11, 64)        18496     

                                                                 

 max_pooling2d_3 (MaxPooling  (None, 5, 5, 64)         0         

 2D)                                                             

                                                                 

 conv2d_5 (Conv2D)           (None, 3, 3, 64)          36928     

                                                                 

 global_average_pooling2d (G  (None, 64)               0         

 lobalAveragePooling2D)                                          

                                                                 

 dense_2 (Dense)             (None, 10)                650       

                                                                 

=================================================================

Total params: 56,394

Trainable params: 56,394



Accuracy:  0.988800048828125 



model.save(os.path.join(model_dir, 'mnist.h5')) 
with open(os.path.join(model_dir, 'mnist_history.p'), 'wb') as 
file_pi: 
    pickle.dump(history.history, file_pi) 



Cats vs Dogs

https://www.kaggle.com/c/dogs-vs-cats/data


Data generators

ImageDataGenerator

train_generator = 
ImageDataGenerator(rescale=1./255).flow_from_directory( 
        train_dir,              # Directory with images 
        target_size=(150, 150), # Resize images  
        batch_size=20,          # Return 20 images at a time 
        class_mode='binary')    # Binary labels 



model = models.Sequential() 
model.add(layers.Conv2D(32, (3, 3), activation='relu', 
                        input_shape=(150, 150, 3))) 
model.add(layers.MaxPooling2D((2, 2))) 
model.add(layers.Conv2D(64, (3, 3), activation='relu')) 
model.add(layers.MaxPooling2D((2, 2))) 
model.add(layers.Conv2D(128, (3, 3), activation='relu')) 
model.add(layers.MaxPooling2D((2, 2))) 
model.add(layers.Conv2D(128, (3, 3), activation='relu')) 
model.add(layers.MaxPooling2D((2, 2))) 
model.add(layers.Flatten()) 
model.add(layers.Dense(512, activation='relu')) 
model.add(layers.Dense(1, activation='sigmoid')) 



Model: "sequential_1" 

_________________________________________________________________ 

 Layer (type)                Output Shape              Param #    

================================================================= 

 conv2d_3 (Conv2D)           (None, 148, 148, 32)      896        

                                                                  

 max_pooling2d_2 (MaxPooling  (None, 74, 74, 32)       0          

 2D)                                                              

                                                                  

 conv2d_4 (Conv2D)           (None, 72, 72, 64)        18496      

                                                                  

 max_pooling2d_3 (MaxPooling  (None, 36, 36, 64)       0          

 2D)                                                              

                                                                  

 conv2d_5 (Conv2D)           (None, 34, 34, 128)       73856      

                                                                  

 max_pooling2d_4 (MaxPooling  (None, 17, 17, 128)      0          

 2D)                                                              

                                                                  

 conv2d_6 (Conv2D)           (None, 15, 15, 128)       147584     

                                                                  

 max_pooling2d_5 (MaxPooling  (None, 7, 7, 128)        0          

 2D)                                                              

                                                                  

 flatten_1 (Flatten)         (None, 6272)              0          

                                                                  

 dense_2 (Dense)             (None, 512)               3211776    

                                                                  

 dense_3 (Dense)             (None, 1)                 513        

                                                                  

================================================================= 

Total params: 3,453,121 

Trainable params: 3,453,121 

Non-trainable params: 0 

_________________________________________________________________ 



Training

fit

model.compile(loss='binary_crossentropy', 
              optimizer=optimizers.RMSprop(lr=1e-4),
              metrics=['acc']) 
history = model.fit( 
      train_generator, steps_per_epoch=100, 
      epochs=30, verbose=0, 
      validation_data=validation_generator,
      validation_steps=50) 



Results



Data augmentation

datagen = ImageDataGenerator( 
      rotation_range=40,     # Rotate image up to 40 degrees 
      width_shift_range=0.2, # Shift image left-right up to 20% of 
image width 
      height_shift_range=0.2,# Shift image up-down up to 20% of 
image height 
      shear_range=0.2,       # Shear (slant) the image up to 0.2 
degrees 
      zoom_range=0.2,        # Zoom in up to 20% 
      horizontal_flip=True,  # Horizontally flip the image 
      fill_mode='nearest') 





model = models.Sequential() 
model.add(layers.Conv2D(32, (3, 3), activation='relu', 
                        input_shape=(150, 150, 3))) 
model.add(layers.MaxPooling2D((2, 2))) 
model.add(layers.Conv2D(64, (3, 3), activation='relu')) 
model.add(layers.MaxPooling2D((2, 2))) 
model.add(layers.Conv2D(128, (3, 3), activation='relu')) 
model.add(layers.MaxPooling2D((2, 2))) 
model.add(layers.Conv2D(128, (3, 3), activation='relu')) 
model.add(layers.MaxPooling2D((2, 2))) 
model.add(layers.Flatten()) 
model.add(layers.Dropout(0.5)) 
model.add(layers.Dense(512, activation='relu')) 
model.add(layers.Dense(1, activation='sigmoid')) 





Real-world CNNs

VGG16



Inceptionv3



ResNet50



Interpreting the model



Model: "sequential_3" 

_________________________________________________________________ 

 Layer (type)                Output Shape              Param #    

================================================================= 

 conv2d_10 (Conv2D)          (None, 148, 148, 32)      896        

                                                                  

 max_pooling2d_8 (MaxPooling  (None, 74, 74, 32)       0          

 2D)                                                              

                                                                  

 conv2d_11 (Conv2D)          (None, 72, 72, 64)        18496      

                                                                  

 max_pooling2d_9 (MaxPooling  (None, 36, 36, 64)       0          

 2D)                                                              

                                                                  

 conv2d_12 (Conv2D)          (None, 34, 34, 128)       73856      

                                                                  

 max_pooling2d_10 (MaxPoolin  (None, 17, 17, 128)      0          

 g2D)                                                             

                                                                  

 conv2d_13 (Conv2D)          (None, 15, 15, 128)       147584     

                                                                  

 max_pooling2d_11 (MaxPoolin  (None, 7, 7, 128)        0          

 g2D)                                                             

                                                                  

 flatten_2 (Flatten)         (None, 6272)              0          

                                                                  

 dropout (Dropout)           (None, 6272)              0          

                                                                  

 dense_4 (Dense)             (None, 512)               3211776    

                                                                  

 dense_5 (Dense)             (None, 1)                 513        

                                                                  

================================================================= 

Total params: 3,453,121 

Trainable params: 3,453,121 

Non-trainable params: 0 

_________________________________________________________________ 



layer_outputs = [layer.output for layer in model.layers[:8]] 
activation_model = models.Model(inputs=model.input, 
outputs=layer_outputs) 
activations = activation_model.predict(img_tensor) 

















Spatial hierarchies



Visualizing the learned �lters

from keras import backend as K
    input_img = np.random.random((1, size, size, 3)) * 20 + 128.
    loss = K.mean(layer_output[:, :, :, filter_index])
    grads = K.gradients(loss, model.input)[0] # Compute gradient
    for i in range(40): # Run gradient ascent for 40 steps
        loss_v, grads_v = K.function([input_img], [loss, grads])
        input_img_data += grads_v * step





VGG16 ImageNet

model = VGG16(weights='imagenet', include_top=False) 

Model: "vgg16" 

_________________________________________________________________ 

 Layer (type)                Output Shape              Param #    

================================================================= 

 input_1 (InputLayer)        [(None, None, None, 3)]   0          

                                                                  

 block1_conv1 (Conv2D)       (None, None, None, 64)    1792       

                                                                  

 block1_conv2 (Conv2D)       (None, None, None, 64)    36928      

                                                                  

 block1_pool (MaxPooling2D)  (None, None, None, 64)    0          

                                                                  

 block2_conv1 (Conv2D)       (None, None, None, 128)   73856      

                                                                  

 block2_conv2 (Conv2D)       (None, None, None, 128)   147584     

                                                                  

 block2_pool (MaxPooling2D)  (None, None, None, 128)   0          

                                                                  

 block3_conv1 (Conv2D)       (None, None, None, 256)   295168     

                                                                  

 block3_conv2 (Conv2D)       (None, None, None, 256)   590080     

                                                                  

 block3_conv3 (Conv2D)       (None, None, None, 256)   590080     

                                                                  

 block3_pool (MaxPooling2D)  (None, None, None, 256)   0          

                                                                  

 block4_conv1 (Conv2D)       (None, None, None, 512)   1180160    

                                                                  

 block4_conv2 (Conv2D)       (None, None, None, 512)   2359808    

                                                                  

 block4_conv3 (Conv2D)       (None, None, None, 512)   2359808    

                                                                  

 block4_pool (MaxPooling2D)  (None, None, None, 512)   0          

                                                                  

 block5_conv1 (Conv2D)       (None, None, None, 512)   2359808    

                                                                  

 block5_conv2 (Conv2D)       (None, None, None, 512)   2359808    

                                                                  

 block5_conv3 (Conv2D)       (None, None, None, 512)   2359808    



                                                                  

 block5_pool (MaxPooling2D)  (None, None, None, 512)   0          

                                                                  

================================================================= 

Total params: 14,714,688 

Trainable params: 14,714,688 

Non-trainable params: 0 

_________________________________________________________________ 













Visualizing class activation



model = VGG16(weights='imagenet')
last_conv_layer = model.get_layer('block5_conv3')

Last conv layer shape: (None, 14, 14, 512)



img = image.load_img(img_path, target_size=(224, 224))

african_elephant_output = model.output[:, 386]



heatmap

grads = K.gradients(african_elephant_output, last_conv_layer.output)[0]
pooled_grads = K.mean(grads, axis=(0, 1, 2))
for i in range(512): # 512 filters
    conv_layer_output_value[:, :, i] *= pooled_grads_value[i]
heatmap = np.mean(conv_layer_output_value, axis=-1)





Using pretrained networks



conv_base = VGG16(weights='imagenet', include_top=False, 
input_shape=(150, 150, 3)) 

Model: "vgg16" 

_________________________________________________________________ 

 Layer (type)                Output Shape              Param #    

================================================================= 

 input_2 (InputLayer)        [(None, 150, 150, 3)]     0          

                                                                  

 block1_conv1 (Conv2D)       (None, 150, 150, 64)      1792       

                                                                  

 block1_conv2 (Conv2D)       (None, 150, 150, 64)      36928      

                                                                  

 block1_pool (MaxPooling2D)  (None, 75, 75, 64)        0          

                                                                  

 block2_conv1 (Conv2D)       (None, 75, 75, 128)       73856      

                                                                  

 block2_conv2 (Conv2D)       (None, 75, 75, 128)       147584     

                                                                  

 block2_pool (MaxPooling2D)  (None, 37, 37, 128)       0          

                                                                  

 block3_conv1 (Conv2D)       (None, 37, 37, 256)       295168     

                                                                  

 block3_conv2 (Conv2D)       (None, 37, 37, 256)       590080     

                                                                  

 block3_conv3 (Conv2D)       (None, 37, 37, 256)       590080     

                                                                  

 block3_pool (MaxPooling2D)  (None, 18, 18, 256)       0          

                                                                  

 block4_conv1 (Conv2D)       (None, 18, 18, 512)       1180160    

                                                                  

 block4_conv2 (Conv2D)       (None, 18, 18, 512)       2359808    

                                                                  

 block4_conv3 (Conv2D)       (None, 18, 18, 512)       2359808    

                                                                  

 block4_pool (MaxPooling2D)  (None, 9, 9, 512)         0          

                                                                  

 block5_conv1 (Conv2D)       (None, 9, 9, 512)         2359808    

                                                                  



 block5_conv2 (Conv2D)       (None, 9, 9, 512)         2359808    

                                                                  

 block5_conv3 (Conv2D)       (None, 9, 9, 512)         2359808    

                                                                  

 block5_pool (MaxPooling2D)  (None, 4, 4, 512)         0          

                                                                  

================================================================= 

Total params: 14,714,688 

Trainable params: 14,714,688 

Non-trainable params: 0 

_________________________________________________________________ 



Using pre-trained networks: 3 ways

predict



Fast feature extraction (without data augmentation)

generator = datagen.flow_from_directory(dir, target_size=(150, 150), 
        batch_size=batch_size, class_mode='binary') 
for inputs_batch, labels_batch in generator:
    features_batch = conv_base.predict(inputs_batch)



model = models.Sequential() 
model.add(layers.Dense(256, activation='relu', input_dim=4 * 4 * 
512)) 
model.add(layers.Dropout(0.5)) 
model.add(layers.Dense(1, activation='sigmoid')) 



Max val_acc 0.90500003 



Fast feature extraction (with data augmentation)

model = models.Sequential() 
model.add(conv_base) 
model.add(layers.Flatten()) 
model.add(layers.Dense(256, activation='relu')) 
model.add(layers.Dense(1, activation='sigmoid')) 
conv_base.trainable = False 



Max val_acc 0.906 



Fine-tuning

for layer in conv_base.layers: 
    if layer.name == 'block5_conv1': 
        layer.trainable = True 
    else: 
        layer.trainable = False 





model = load_model(os.path.join(model_dir, 
'cats_and_dogs_small_3b.h5'))
model.compile(loss='binary_crossentropy',  
              optimizer=optimizers.RMSprop(lr=1e-5),
              metrics=['acc']) 
history = model.fit( 
      train_generator, steps_per_epoch=100, epochs=100, 
      validation_data=validation_generator,
      validation_steps=50) 



Max val_acc 0.90800005 



Max val_acc 0.9039536851123335 



Take-aways


